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The Southern Ocean

40% of Oceanic uptake 
of anthropogenic CO2

Crucial for Global 
Heat Distribution

Facilitates deep 
ocean ventilation

Widespread alterations 
in light of climate change

Climate-induced reshaping of 
phytoplankton community structure



Southern Ocean Optically 
Unique

Global algorithms 
state high 

uncertainty in the 
SO; high overall 
underestimation 

for Chl-a

High fraction of 
microplankton 

over all Chl-a → 
flatter 

phytoplankton 
absorption 
spectrum

Iron limitation
Pigment 

packaging 
effect

The need for a regional SO phytoplankton group estimation algorithm

Bio-optical 
signals from 

the SO

Algorithms with 
paradigms and 

parameterizations 
from lower 

latitude oceans

Incorrect 
conclusions 

in the SO
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Prepared a database of 9 SO HPLC phytoplankton pigments (response)(1997-2023) with matched-up 5 Rrs
bands (412, 443, 490, 555, 678)  (predictors)… +SST / Lat-Lon?

Used this database to train an artificial neural network (ANN – supervised learning)

The ANN would learn the relationship between the response and predictors

The resulting algorithm would be able to estimate the pigment composition at any time and location by 
providing the 5 Rrs bands of that time and location

Database was randomly split: 1100 datapoints for training/validation, 200 datapoints for testing

The regional PIGMeANN: Pigment Estimation by Artificial Neural Network
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Challenges

Modelling numerous responses as a function of several predictors (preserve 
intervariability/intercorrelation)

Few valid matchups; Spatially heterogenous sampling of the SO

Zero-inflation in HPLC data (ecologically important)

Optical diversity of ocean waters: limit our application to the open ocean where 
phytoplankton drive Rrs variation

Mitigation

Trained a feed-forward multilayer perceptron (MLP) capable of multivariate learning

5-Fold cross-validation; Computed the Mahalanobis distance allowing us to flag uncertain 
predictions (extrapolation risk)

Used a single network with 2 output heads: a classification head predicts the probability a 
pigment is absent/present; a regression head estimates concentration when pigment is 

present

Used conditions on Rrs spectra masking optically complex waters

The regional PIGMeANN: Pigment Estimation by Artificial Neural Network
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Model Performance in Estimating Pigment Concentrations
The PIGMeANN predictions were evaluated using the independent test set and scatter plots
were produced for visual inspection of accuracy

Pigment Classification 
Head

ROC-AUC

% of Zeros in 
Test Set

Chla - 0

Per 0.81 32.5

But 0.78 4.5

Fuco - 0

Hex - 0

Allo 0.86 40.5

Zea 0.82 23.5

Chlb 0.82 31

DvChla 0.95 76.5



Thresholds of Presence/Absence

• Prevalence? (Proportion of absence/presence seen in data)

• Precision? (ROC-AUC alpha)

Pigment-specific absence thresholds (alpha):

Chla 1.00

Per       0.77

But       0.02

Fuco 1.00

Hex       1.00

Allo 0.36

Zea 0.42

Chlb 0.40

DvChla 0.22
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Uncertainties and Extrapolation Risk
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The Dilemma
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Algorithm 1
RRS Bands Only

Algorithm 2
RRS Bands + SST

Algorithm 3
RRS Bands + Lat-Lon

• Works well with ubiquitous 
pigments

• Great for long-term / trends 
studies

• No information about 
temperature gradients

• Bad for gradient-bound 
pigments

• Good for pigments limited by 
temperature gradients

• Great for community composition 
and ecological niches studies

• Temperature will bias long-term 
analyses

• Trends reflect temperature rather 
than actual pigment changes

• Preserves gradient 
information

• Good for latitudinally-bound 
pigments

• Lat-Lon stationary while RRS 
variable

• Will also bias long-term 
analysis



Classification Head Regression Head
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January – Relative Pigment Maps



December





Difference maps and plots 
between the different algorithms

Calculate the trends per pigment 
using the different algorithms

Converge on the algorithm(s) and 
publish SO pigment datasets
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The regional PIGMeANN: General Workflow

Likelihood-Based Training
Observed absent: Increase absence probability for 

predicted
Observed present: Fit distribution of predicted to 

match observed concentration levels

Shared Multilayer Perceptron (MLP)
Zero-Inflated Mixture Density Network (MDN) Output

Classification head:
Absence/Presence of pigment

Regression head:
Concentration when pigment is present

Preprocessing

Log-normalize + standardize response
QC on spectra removing noisy observations (coastal) + 

standardize predictors

Raw data:

Response: 9 SO phytoplankton pigments (1997-2023) Predictors: 10 Rrs bands + Latitude + Longitude

Training Process

Final Estimate

Per-pigment presence probability + concentration + uncertainty

Shared Multilayer Perceptron (MLP)
2 outputs

Classification head:
Absence/Presence Probability

Regression head:
Concentration mean + spread

Preprocessing

QC on spectra removing noisy observations (coastal) + standardize with training scalars

New scene/pixel inputs

10 Rrs bands + Latitude + Longitude

Inference/Deployment Process





Protocol 
Assemble match-up database 
• Start from 26 years of SO in-situ HPLC pigment observations (9 pigments: Chl-a, Per, But, Fuco, Hex, Allo, Zea, Chl-b, DvChl-a). 
• For each HPLC sample, extract coincident Rrs (GlobColour, merged 4 km daily) following a modified IOCCG protocol. 
• Build the input matrix with 10 Rrs bands (412, 443, 469, 490, 531, 547, 555, 645, 670, 678) plus geolocation features: latitude, cos(longitude), sin(longitude).
• Separate a test set for final algorithm quality check. Proceed with the training set. 

Quality control of optical spectra 
• Remove rows corresponding to very coastal waters and not satisfying these conditions: 

Condition 1: Rrs(412) > Rrs(443) & Rrs(443) > Rrs(490) 
Condition 2: Rrs(412) > Rrs(490) & Rrs(490) > Rrs(555) 

Standardization 
• Standardize inputs (Rrs + geo features) with a StandardScaler fitted on the training set. 
• Standardize log₁₀-pigments with a separate StandardScaler. 

Distance models for later diagnostics 
• Fit an Empirical-Covariance (Mahalanobis) model on the standardized inputs to quantify input-space distance/novelty for future use. 

Model architecture – Zero-Inflated Log-Normal Mixture Density Network (MDN) 
To capture both the presence/absence of pigments and the wide range of positive concentrations, we used a Zero-Inflated Log-Normal Mixture Density Network (ZILogNormal-MDN). This is a 
neural network that outputs three quantities for each pigment: 
1. The probability that the pigment concentration is exactly zero (absence). 
2. The predicted average log₁₀ concentration when the pigment is present. 
3. The predicted uncertainty (standard deviation) of that log₁₀ concentration. 

The network is built from several fully connected (dense) layers using ReLU activations and dropout  for regularization. All pigments share the same “trunk” of hidden layers, so the model learns 
common optical patterns across pigments while still predicting each one individually. By modelling zeros separately, the algorithm avoids forcing a single regression model to explain both absent 
and present cases, which often leads to bias. 



Training objective – Likelihood-based learning 
Instead of a typical mean-squared-error (MSE) loss, the network is trained to maximize the likelihood of the observed data. This means the model learns to assign high probability to true 
observations (both zeros and positive values) and low probability to implausible ones. 
For samples where a pigment is absent (zero concentration), the model learns to increase the “zero probability.” For samples where the pigment is present, it learns to adjust the mean and 
spread of the log-normal distribution so the predicted range covers the observed value. This approach naturally handles the mix of zeros and continuous values and provides meaningful 
uncertainty estimates. 

Hyperparameter tuning and cross-validation 
To identify the best network design, we performed hyperparameter optimization using the Optuna library. We explored the number of layers (2–4), hidden layer size (64–256 neurons), dropout 
rate (0–0.5), and learning rate (1×10⁻⁵ to 1×10⁻²). 'n_layers': 3, 'h1': 132, 'h2': 254, 'h3': 139
Model evaluation used 5-fold cross-validation: 
• The dataset was split into five parts. 
• Four parts were used for training and one for validation, repeating the process five times. 
• The average validation loss across folds determined the best parameter combination. 

This ensures that model performance is not dependent on a particular random split and that results are robust to variability in training data. 

Out-of-fold training and prediction aggregation 
Once the best settings were found, the model was retrained five times—each time leaving out one fold as validation. Predictions from these held-out folds were then combined into a single “out-
of-fold” (OOF) dataset. This provides unbiased predictions for every training sample and allows reliable calculation of model skill metrics (such as R² and MAE) without information leakage 
between training and validation data. 

Converting predictions to real pigment concentrations 
The neural network produces results in log₁₀-standardized space, so these values must be converted back to normal concentration units: 
1. First, the log₁₀ means and standard deviations are rescaled using the inverse of the standardization applied during preprocessing. 
2. Then they are converted from log₁₀ to natural-log units, since the mathematical expectation of a log-normal variable is easier to compute in that form. 
3. Finally, we calculate the expected pigment concentration as the probability of being present multiplied by the average predicted concentration for non-zero cases. 
This produces realistic pigment values that combine both the chance of occurrence and the predicted magnitude.

Model evaluation and performance metrics 
Model performance was evaluated in two main ways: 
• Classification of pigment presence/absence: Using the probability of non-zero pigment, we calculated the ROC-AUC (Receiver Operating Characteristic – Area Under Curve). This shows how 
well the model distinguishes between samples where a pigment is present and those where it is absent. 
• Regression for positive concentrations: For samples where the pigment was present, we computed standard regression metrics — Mean Absolute Error (MAE), Root Mean Square Error 
(RMSE), coefficient of determination (R²), and Spearman correlation (ρ). 
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Chl-a Comparisons
The PIGMeANN Chl-a estimations (a) outperform that of GlobColour’s global CHL1 algorithm
(b) and the underestimation issue is mitigated but a post-application correction is needed

(a) (b)

PIGMeANN vs. 
in-situ Chla

GlobColour vs. 
in-situ Chla

% Bias 10% -13.8%

Bias Factor* 1.108 0.863

*Bias factor = 10mean(log10(Pred) – log10(Obs))

Bias factor = 1 → No Bias
Bias factor = 1.3 → Predicted 30% higher on avg
Bias factor = 0.7 → Predicted 30% lower on avg
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PIGMeANN vs. GlobColour Chl-a Algorithm Comparison
A mean bias map (Oct-Feb, 2015-2018) showed that most places where GlobColour gives
higher Chl-a concentrations are at the limits of valid pixels where spatial data is naturally
noisy
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PIGMeANN vs GlobColour
20°S and higher

PIGMeANN vs GlobColour
35°S and higher

PIGMeANN vs GlobColour
40°S and higher

R2 0.63 0.57 0.55

RMSE 0.15 0.14 0.14

PIGMeANN vs. GlobColour Chl-a Algorithm Comparison
The discrepancy between the PIGMeANN predictions and the GlobColour Chl-a estimations
increased as we excluded lower latitude data
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PIGMeANN vs. GlobColour Chl-a Algorithm Comparison
An overall mean bias histogram and a latitude zonal mean bias showed that PIGMeANN
predicts higher Chl-a concentrations than GlobColour for most pixels








